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Week 9
American University
Ahmad Mousavi

Ideas from Stanford CS224N 2025 L10 (InstructGPT: SFT, RM, then KL-leashed RL). Original slides; that course is not copied.
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Lecture plan

1  Three stages; only the last is RL
2 AKLleash to SFT
3  Atwo-word KL cartoon

4  Why people look past PPO

Key goal: =0 hacks the RM. 1i_ref is the SFT model, not the base LM.
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SFT, then RM, then a policy update

RLHF: climb the reward, stay near the SFT policy (KL penalty)

e Stages 1-2 use a fixed dataset.

e Stage 3 needs fresh samples from the - cample e 550 /AL
policy - completions - model - update
current Tt_6.
e |nstructGPT scaled this stack.
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Climb reward, stay near SFT

J = r¢(x, y) — B KL (g ||7rer)

Tlyef = TIQET. frozen. Large ﬁ stays near SFT. ﬁ = (0 You do not derive PPO here. You write

no leash. the leash.
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A two-word vocab

Spike to 0.99: KL(rg||mres) = 0.31.

=
o
1

o .= (0.7,0.3), mg = (0.99,0.01).
e KL = 0.31.

e 3 =0.1subtracts 0.031.8 =0
subtracts nothing.
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Who wins the objective

B=0 Large
Reward rises. KL explodes. Text becomes a caricature of The policy barely leaves SFT. You paid for PPO and
the raters. bought almost nothing.
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What to take from this lecture

On-policy Leash Project
Last week's samples are stale once 1t_ref is SFT, because the RM was Best-of-n or DPO. Full PPO on an
T_0 moved. trained on SFT-style answers. LLM is usually out of scope.
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