Ensemble Learning: Bagging, Boosting, and Stacking

Introduction

Ensemble learning is a technique where multiple models (called base learners) are combined to improve
the overall performance of a machine learning system. The three most popular ensemble methods are
Bagging, Boosting, and Stacking. Let’s explore each of them in detail.

1. Bagging (Bootstrap Aggregating)
What is Bagging?

Bagging is an ensemble method that trains multiple base models independently on different subsets
of the training data (created using bootstrapping). The final prediction is made by averaging the
predictions (for regression) or taking a majority vote (for classification).
How Does Bagging Work?

1. Bootstrapping:

¢ Randomly sample the training data with replacement to create multiple subsets.

e Each subset is the same size as the original dataset but may contain duplicate samples.
2. Training Base Models:

e Train a base model (e.g., decision tree) on each subset.
3. Aggregation:

e Combine the predictions of all base models to make the final prediction.

Example: Random Forest

Random Forest is a popular bagging algorithm. It uses decision trees as base models and aggregates
their predictions. Each tree is trained on a different subset of the data, and the final prediction is the
majority vote (for classification) or average (for regression) of all trees.

Advantages of Bagging

e Reduces overfitting by averaging out biases and variances.

o Works well with high-variance models like decision trees.

2. Boosting

What is Boosting?

Boosting is an ensemble method that trains base models sequentially, where each model tries to correct
the errors of the previous one. The final prediction is a weighted sum of the predictions of all base
models.



How Does Boosting Work?
1. Train the First Model:
e Train a base model on the entire dataset.
2. Calculate Errors:
o Identify samples where the model made mistakes.
3. Train Subsequent Models:
e Focus on the errors by giving higher weights to misclassified samples.
4. Combine Predictions:

e Combine the predictions of all models using weights based on their performance.

Example: Gradient Boosting (GBM)

Gradient Boosting builds models sequentially, with each model correcting the errors of the previous one.
For example, if the first model misclassifies certain samples, the second model will focus more on those
samples. This process continues until a strong combined model is created.

Advantages of Boosting
e Improves accuracy by focusing on hard-to-predict samples.

o Works well with weak learners (e.g., shallow decision trees).

3. Stacking (Stacked Generalization)

What is Stacking?

Stacking combines multiple base models using a meta-model. The base models make predictions, and
the meta-model learns how to best combine these predictions.

How Does Stacking Work?
1. Train Base Models:
e Train multiple base models (e.g., decision tree, SVM, etc.) on the training data.
2. Generate Out-of-Fold (OOF) Predictions:

e Use cross-validation to generate predictions for each base model on the training data.
e For example, if you use 5-fold cross-validation, each base model will make predictions on the
validation fold while being trained on the other 4 folds.
3. Train Meta-Model:

e Use the OOF predictions as input features for the meta-model.

e Train the meta-model to combine the base models’ predictions.
4. Make Final Predictions:

e Use the trained base models and meta-model to predict on new data.

Example: Stacking with OOF Predictions

Let’s say you have two base models: Model A (e.g., Random Forest) and Model B (e.g., Gradient
Boosting). After generating OOF predictions using 5-fold cross-validation, your meta-features might
look like this:

Here: - The OOF predictions from Model A and Model B are treated as new features for the
meta-model. - The meta-model (e.g., Logistic Regression) learns how to combine these predictions to
make the final prediction.



Sample | Model A Prediction | Model B Prediction | True Target
1 0.8 0.7 1
2 0.3 0.4 0
3 0.6 0.5 1
Table 1: OOF Predictions for Stacking
Advantages of Stacking
e Combines the strengths of diverse models.
e Can capture complex relationships between base models’ predictions.
Comparison of Bagging, Boosting, and Stacking
Aspect Bagging Boosting Stacking
Training Parallel Sequential Parallel + Meta-Model
Focus Reduces variance Reduces bias Combines diverse models
Base Models Independent Dependent (learn from errors) Independent
Final Prediction Average or majority vote Weighted sum Meta-model learns combination
Example Random Forest Gradient Boosting, AdaBoost StackingClassifier

When to Use Which?
e Use Bagging if:

— Your base model is prone to overfitting (e.g., deep decision trees).

— You want to reduce variance.
e Use Boosting if:

— Your base model is underfitting (e.g., shallow decision trees).

— You want to improve accuracy by focusing on hard samples.
e Use Stacking if:

— You have diverse base models and want to combine their strengths.

— You want to capture complex relationships between models.



