
CLIP: Contrastive Language–Image Pretraining

Introduction

CLIP (Contrastive Language–Image Pretraining), introduced by OpenAI in 2021, is a groundbreaking mul-
timodal model that bridges vision and language. Unlike traditional supervised models trained on labeled
datasets (e.g., ”cat” for images of cats), CLIP learns from 400 million publicly available image–text
pairs scraped from the internet. This approach allows it to generalize across diverse tasks without task-
specific fine-tuning, reducing reliance on costly curated datasets. Its ability to understand free-form text
descriptions makes it highly adaptable, enabling applications from zero-shot classification to guiding gener-
ative models like DALL·E 2.

Core Idea

CLIP replaces fixed-label supervision with natural language as a flexible learning signal. Using
contrastive learning, it aligns images and texts in a shared embedding space. For each batch of data,
the model learns to maximize similarity scores between correct image–text pairs while minimizing scores for
incorrect combinations. This differs from traditional cross-entropy loss, which forces predictions into rigid
class boundaries. The contrastive approach allows CLIP to handle open-vocabulary tasks where labels are
dynamically defined via text prompts.

Architecture

CLIP uses two parallel neural networks:

� Image Encoder:

– Backbone options: ResNet-50 (convolutional) or Vision Transformer (ViT-B/32) (self-
attention-based).

– ViT splits images into patches (e.g., 32×32 grids), processes them via transformer layers, and
aggregates global features. ResNet uses hierarchical convolutions.

– Outputs a 512-dimensional embedding normalized to unit length.

� Text Encoder:

– A 12-layer Transformer (63M parameters) with 8 attention heads, inspired by GPT-2 but
smaller.

– Processes text using Byte Pair Encoding (BPE) with a 49,152 token vocabulary.

– Outputs a 512-dimensional embedding aligned with the image encoder’s output space.

Both encoders are trained jointly, enabling direct comparison via cosine similarity. The architecture is
“Siamese-like” but with modality-specific parameters, as image and text require distinct feature extraction
mechanisms.
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Training Objective: Contrastive Learning

InfoNCE Loss (Noise-Contrastive Estimation)

For a batch of N image–text pairs:

1. Compute embeddings for all images I and texts T .

2. Calculate a cosine similarity matrix S ∈ RN×N , where Sij = sim(Ii, Tj).

3. Optimize a symmetric loss:

� Image-to-text: For each image, treat its paired text as positive and others as negatives.

� Text-to-image: Similarly, match each text to its image.

Losstotal =
1

2
(Lossimage�text + Losstext�image)

Each component uses the softmax temperature-scaled cross-entropy:

Loss = − log
exp(Sii/τ)∑︁N

k=1 exp(Sik/τ)

τ (temperature): A learned parameter that controls the sharpness of the similarity distribution. Lower
τ sharpens the softmax, focusing on hard negatives.

Training uses large batches (up to 32,768 pairs) to ensure sufficient negative samples for contrastive
learning.

Usage & Applications

� Zero-shot classification: Compare an image to dynamically generated text prompts (e.g., ”a photo
of a {label}”) across thousands of classes.

� Multimodal retrieval: Search for images using free-form text queries.

� Image captioning: Used in DALL·E 2 and Stable Diffusion to rank images by alignment with text.

� Visual grounding: Link phrases in text to regions in images.

� Content moderation: Match images to NSFW text to detect violations.

Role of Siamese Networks in CLIP

While traditional Siamese networks use weight-sharing branches (e.g., for face verification), CLIP’s
encoders are modality-specific (no shared weights). However, their joint optimization via contrastive loss
creates a unified embedding space where cross-modal similarities are meaningful.

Related Topics

� Contrastive learning: SimCLR, MoCo.

� Vision Transformers (ViT): CLIP helped popularize ViTs for vision tasks.

� Zero-shot learning: Perform tasks beyond predefined class labels.

� Prompt engineering: Crafting effective text prompts boosts accuracy.

� Multimodal models: ALIGN, BLIP, Flamingo.
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Pretraining Details

� Dataset: 400M image–text pairs scraped and filtered.

� Training: 32 epochs, AdamW optimizer, cosine learning rate.

� Infrastructure: Mixed-precision on 592 V100 GPUs over 18 days.

� Robustness: Noisy data mitigated through scale and contrastive learning.

Evaluation Benchmarks

� Zero-shot transfer: ImageNet (76.2%), CIFAR-10 (95.5%), STL-10 (98.7%).

� Linear probe: Achieves 85% on ImageNet.

� Prompt ensembles: Use varied prompt templates to improve robustness.

CLIP vs Other Models

Model Key Features

ALIGN 1.8B noisy pairs; larger scale but similar architecture
BLIP-2 Combines CLIP with Q-Former for efficient vision-language

pretraining
Flamingo Few-shot visual dialogue; integrates memory
OpenCLIP Community-driven, trained on LAION-5B; multilingual

Limitations

� Inherits web biases.

� Struggles with niche domains (e.g., medical).

� Prompt-sensitive.

� Heavy GPU requirements for large models.

Summary

CLIP revolutionized multimodal AI by learning open-vocabulary visual concepts through contrastive
pretraining. Its generalization to diverse tasks without fine-tuning and alignment of vision and language
sets a new paradigm in multimodal learning.
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