Understanding Bias and Variance in Machine
Learning

Key Concepts in Bias and Variance

In machine learning, understanding bias and variance is crucial for model per-
formance and generalization. Here, we will define and differentiate between two
types of bias: bias of an estimator and model bias. We will also discuss the
concept of variance and the empirical Mean Squared Error (MSE).

1. Bias of an Estimator

The bias of an estimator refers to the systematic error introduced by the
estimator when it consistently overestimates or underestimates the true value
of a parameter. It is mathematically defined as:

Bias(f) = E[0] — 0
where: - 0 is the estimator. - 6 is the true parameter value.

e If the bias is zero, the estimator is considered unbiased, meaning that,
on average, it accurately reflects the true parameter.

e If the bias is not zero, the estimator is considered biased, indicating that
it systematically deviates from the true parameter value.

2. Model Bias

In the context of machine learning, model bias refers to the error due to overly
simplistic assumptions in the learning algorithm. This type of bias indicates
how well the model captures the true underlying relationship in the data.

e High Bias: A model with high bias tends to be too simple and fails to
capture the complexity of the data, leading to underfitting. For example,
using a linear model to fit a nonlinear dataset may result in high bias.

e Low Bias: A model with low bias can capture more complex relationships
but may risk overfitting the training data.



Differences Between Bias of an Estimator and Model Bias

o Context:

— The bias of an estimator quantifies the accuracy of a specific statis-
tical estimator.

— Model bias refers to the performance of the entire model with respect
to the data.

e Implications:

— A biased estimator can lead to systematic errors in parameter esti-
mates.

— A model with high bias might not learn the underlying data patterns,
resulting in poor performance on unseen data.

3. Empirical Mean Squared Error (MSE)

The empirical Mean Squared Error (MSE) is a measure of how well a regression
model predicts the target values. It is calculated as:
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where: - y; are the actual observed values, - g; are the predicted values from
the model, - n is the number of observations.

The empirical MSE can be viewed as an estimate of the true prediction
error of the model if we were to apply it to the entire population. In this
context, it serves as an estimate of the expected value of the squared residuals
(which reflects how well the model generalizes to unseen data). However, this
expectation is approximated through the finite sample size.

4. Variance

Variance measures how much the predictions of a model fluctuate when ap-
plied to different training datasets. High variance indicates that the model’s
predictions are highly sensitive to the specific data points used for training.

e **High Variance®*: Models with high variance tend to overfit the training
data, capturing noise rather than the underlying pattern. This leads to
poor generalization on new, unseen data.

e **Low Variance**: Models with low variance produce similar predictions
across different datasets, contributing to more reliable and stable perfor-
mance.



Bias-Variance Tradeoff

In machine learning, there is a balance known as the bias-variance tradeoff:
- *High Bias™*: Simplistic models may ignore important relationships, result-
ing in underfitting. - **High Variance®*: Complex models may capture noise,
resulting in overfitting.

The goal is to find a model that minimizes both bias and variance, achieving
good generalization performance on unseen data.

Conclusion

In summary, understanding the concepts of bias (both in terms of an estimator
and model bias), variance, and empirical MSE is essential for developing effective
machine learning models. By considering these factors, practitioners can make
more informed decisions about model selection and evaluation.



