LSTMs: Memory Magic for Smart Machines

Imagine you're telling a story about a cat sleeping on a sunny porch, and you need
to remember “cat” and “porch” from start to finish with “The cat naps on the porch.”
Regular computers are forgetful—they might lose track of “cat” halfway through. Long
Short-Term Memory (LSTM) units are like super-smart notebooks for machines, helping
them remember key details over time. They're perfect for tasks like turning a picture
into a sentence or figuring out if a movie review is happy or sad. Let’s explore how they
work, step-by-step, as if we're teaching a friendly robot to think!

What Are LSTMs?

LSTMs are a special kind of neural network—a computer brain—that can handle se-
quences, like words in a sentence or pictures in a video. They’re an upgrade from Recur-
rent Neural Networks (RNNs), which are like a friend who forgets what you said after a
few minutes. LSTMs are built to remember things for a long time, which is great
when a computer needs to connect ideas that are far apart—Ilike “cat” at the beginning
of a sentence and “naps” at the end.

Why Do We Need LSTMs?

Picture an RNN as a forgetful storyteller. If it hears “A cat on the porch,” it might
forget “cat” by the time it reaches “naps,” messing up the story with something like “A
tree naps.” This happens because RNNs pack everything into one small “memory box”
(called a hidden state) and keep overwriting it. Plus, when they learn from mistakes
(through a process called backpropagation), they struggle to fix things from way back
because of a tricky problem called “vanishing gradients”—imagine whispering a secret
down a long line of friends, and it fades away.

LSTMs solve this with a long-term memory notebook (called the cell state) and
special switches (called gates) that decide what to keep, add, or share. It’s like having
a notebook where you can erase old notes, write new ones, and pick what to read aloud
right now.

How Does an LSTM Work? Step-by-Step

An LSTM has two big helpers:

e A long-term memory notebook (cell state, C') that keeps important info as we
go along.



e A short-term note (hidden state, h) that decides what to say next.
At each step—Ilike each word in a sentence—the LSTM looks at:

e The current input (x;), like a word or a picture piece,

e The last short-term note (h;_1),

e The last long-term notebook (C;_1).

It uses three gates to figure out what to do with this info, and then updates the
notebook and note. Let’s break it down with an example: turning a picture of a cat
sleeping into “A cat sleeps.”

Step 1: The Forget Gate—Deciding What to Erase

e What it does: Looks at what we’ve got and decides what to erase from the
long-term notebook.

e How: It uses the current input (z;) and the last short-term note (h;_;) to make a
choice.

e Formula:
ft = O'(Wf[ht*h xt] + bf)?
— [h4—1, z¢]: Sticks the last note and new input together into one big list.

— Wy A grid of numbers (matrix) the computer learns to weigh what’s impor-
tant.

— by A list of extra numbers (bias) it tweaks.

— o: A special function (sigmoid) that turns numbers into 0 (erase) or 1 (keep).
e Example:

— Picture: Cat sleeping.

—t =12y = “ < START >" (a signal to begin), hy has picture info (“cat,”
“sleeping”).
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— Forget gate: “I don’t need j]START}’ forever—let’s keep ’'cat’ and ’sleeping
fiis 1 for “cat,” 0 for random bits.

Step 2: The Input Gate—Deciding What to Write

e What it does: Picks what new things to write into the long-term notebook.

e How: Checks the current input (x;) and last short-term note (h;_1) to see what’s
worth adding.

e Formula:

i = o(Wilhi—1, x] + b;),

— W, b;: Learned numbers to decide what’s new and important.

— iz: 0 (don’t write) to 1 (write it).

2



e Helper: Writes a “new note” to possibly add:
ét = tanh(WC[ht_h l’t] + bC)7

— Cy: A draft of new info (like “A”), squeezed between -1 and 1 by tanh (another
squashing trick).

e Example:

— t=2: 19 = “A”, hy knows the picture.

— Input gate: “Let’s add "A’ to start the sentence!” 4, is 1 for “A.”

Step 3: The Output Gate—Deciding What to Share

e What it does: Chooses what to pull out of the notebook to say next or pass along.

e How: Uses the current input (x;) and last short-term note (h;—1) to pick what’s
ready.

e Formula:
or = o(Wolhi—1,z¢] + o),

— W,, b,: Learned numbers to decide what to share.

— o2 0 (don’t share) to 1 (share it).
e Example:

— t =3: 23 = “cat”, hy has “A” and picture info.

— Output gate: “Time to say ’sleeps’—share 'cat’ context!” o, is 1 for “cat.”

Step 4: Updating the Long-Term Notebook (Cell State)

e What it does: Takes what we kept and what we added to update the long-term
notebook.

e Formula: 3
Ci=f00C_1+1, 0600,

— @: Means multiply each part together (like checking off items).
— fi ©® Ci_1: Keeps what we didn’t erase (e.g., “cat”).
— 4; ® Cy: Adds the new note (e.g., “A”).

e Example:

— (1: Had “cat” from the picture.
— Cy: Keeps “cat” (fs = 1), adds “A” (i = 1), now has “cat” and “A.”



Step 5: Writing the Short-Term Note (Hidden State)

e What it does: Uses the updated notebook and output gate to make a short-term
note for the next step or word.

e Formula:
hy = o ® tanh(C}),

— tanh(Cy): Turns the notebook into readable notes (between -1 and 1).

— oy ® tanh(C}): Picks what to write down now.
e Example:

— (5: Has “cat” and “A.”

— hg: Shares “cat” context, helps say “sleeps.”

Step 6: Saying the Word

e Formula:
y = Wyh, + by, p, = softmax(y,),

— pi(“sleeps”): Chance “sleeps” is next.

— Loss: — log py(“sleeps”) if “sleeps” is correct.

e Example: h3 leads to “sleeps.”

Putting It Together: Example

e Task: Picture — “A cat sleeps.”

e Start: Picture numbers (v) set hg and Cy.
et =12, =“< START >"
— Forget: Keep picture (f; ~ 1).
— Input: Add “START;” (i; =~ 1).
— Output: o; shares picture, h; says “A.”
— Notebook: C] has picture info.
o t=2: To — “A”
— Forget: Keep picture (fy ~ 1).
— Input: Add “A” (iy = 1).
— Output: oy shares, hy says “cat.”
— Notebook: (5 has “cat” and “A.”
e t =3: 23 = “cat’

— Forget: Keep “cat” (f3 =~ 1).



— Input: Add “cat” (i3 ~ 1).
— Output: o3 shares, hz says “sleeps.”

— Notebook: C5 keeps “cat.”

Why LSTMs Are Cool

e Long Memory: The notebook keeps “cat” all the way to “sleeps.”
e Smart Switches: Gates decide what’s important, like a librarian organizing notes.

e Better Learning: LSTMs don’t forget as fast as regular RNNs.

For the Curious: Math Recap

e Inputs: z; (new input), hy—1 (short-term note), Cy_; (notebook).
e Gates:

— Forget: f = o(Wylhi—1, 2] + by),
— Input: iy = o(Wi[hi—1, 2] + b;),
— New note: C; = tanh(Welhi—1, 2] + bo),
— Output: o = o(Wylhi—1, x¢] + o).
e Notebook: C, = f,® Cy_y + iy ® C,.

e Note: ht =0:® tanh(C’t).

Using LSTMs in a Vector-to-Sequence Task

Let’s use LSTMs to turn a picture (one piece of info, called a vector) into a sentence (a
sequence of words). This is image captioning, like teaching our robot to describe a
photo!

The Task

e Input: A picture of a bird flying, turned into a number list (vector) by another
tool (a CNN).

e Output: “A bird flies.”

How It Works

1. Starting Point: The picture’s number list (v) sets the first short-term note and
notebook:

e hy =W,v (has “bird” and “flying”).
e Cy =0 (starts empty).



2. Step-by-Step:

e t=1: 2, =“< START >"
— Forget: “Nothing old to erase, keep picture!” (f; ~ 1).
— Input: “Add ’jSTART}’ to begin!” (i; =~ 1).
— Output: oy shares picture, h; says “A.”
— Notebook: C gets “bird” and “flying.”
ot =2 xy="A"
— Forget: “Keep ’bird’!” (fy ~ 1).
— Input: “Add ’A’V (ip = 1).
— Output: o9 shares, hy says “bird.”
— Notebook: C5 has “bird” and “A.”
o ¢t =3: 13 = “bird’
— Forget: “Keep ’bird’!” (f3 ~ 1).
— Input: “Add "bird’!” (i3 ~ 1).
— Output: o3 shares, hz says “flies.”

— Notebook: C3 keeps “bird.”

3. Learning: The robot checks its guesses against “A bird flies” and adjusts its
numbers to improve.

Why LSTMs Shine

The notebook keeps “bird” from the picture to “flies,” so the sentence fits together.
Regular RNNs might forget “bird” and say “A tree flies.”

Using LSTMs in a Sequence-to-Vector Task

Now, let’s use LSTMs to turn a sequence (like a bunch of words) into one answer (a single
piece of info). This is sentiment analysis, like figuring out if a movie review is happy
or sad!

The Task

e Input: A review: “I love this movie.”

e Output: “Happy” (a single label).

How It Works
1. Starting Point: No info yet, so:

e hy=0,Cy=0.
2. Step-by-Step:

o t=1 2, ="I"



— Forget: “Nothing to erase yet!” (f; =~ 1).
— Input: “Add T’ (i; = 1).
— Output: oy shares, hy; notes “I.”

— Notebook: €4 has “I.”

ot =2: 19 = “love”
— Forget: “Keep T'1” (fa = 1).
— Input: “Add ’love’—it’s big!” (i =~ 1).
— Output: oy shares, hy notes “love.”
— Notebook: Cy has “I love.”

o t =3: x5 = “this”
— Forget: “Keep 'love’!” (f; =~ 1).
— Input: “Add ’this’!” (i3 =~ 1).
— Output: o3 shares, hz notes “this.”
— Notebook: ('35 has “I love this.”

o t =4: x4 = “movie”
— Forget: “Keep ’love’!” (fy ~1).
— Input: “Add 'movie’!” (iy =~ 1).
— Output: o4 shares, hy says “Happy.”
— Notebook: C4 has the full review.

3. Final Answer: After “movie,” the robot uses hy to say “Happy” (e.g., via y =
softmax(W,hy)).

4. Learning: Checks “Happy” against the real mood and adjusts its numbers.

Why LSTMs Shine

The notebook keeps “love” (a happy clue) from step 2 to step 4, so the final answer makes
sense. Regular RNNs might forget “love” and guess “Sad” by mistake.

Wrap-Up

LSTMs are like a memory superhero for computers. With a notebook and smart switches,
they remember key things—like “cat” in a picture or “love” in a review—and give smart
answers—like “sleeps” or “Happy.” Whether turning pictures into sentences or reviews
into moods, LSTMs keep the big picture in mind, making them awesome for your projects!



